FAQ-cuda KA hip #315% Win)aibigsZ

[
inE—. SOERFIRE:

Bash

1 /data/wkx/develop/ppl.cv/sxrc/ppl/cv/cuda/warp.hpp:31:8: error: no templ
ate named 'texture'
2 static texture<float4, cudaTextureType2D,
AN
4 /data/wkx/develop/ppl.cv/src/ppl/cv/cuda/warp.hpp/data/wkx/develop/ppl.
cv/src/ppl/cv/cuda/warp.hpp::3131::88::
error: error: no template named 'texture'no template named 'texture’

static texture<float4, cudaTextureType2D,
static texture<float4, cudaTextureType2D,

0o N o »n

RARFE:

CUDA R texture FERITERFNARA (CUDA 12 R tE) shE#FATER. Bk CUDA (A0

CUDA103% 11) HAJLUERA texture<t, ...> XME2FLEFAHFN, B72 CUDAL2+H, X
MEZAB I, YA cudaTextureObject_t + cudaResourceDesc [ cudaTextureDesc HYFT T
KOIZESIEITR

88 DCU B9 cuda-11.8 4RiZXE |IRCE3 BN o] A )& ;

iml&E—. launch bounds (256) #&$&:

Launch params (1024, 1, 1) are larger than launch bounds (256) for kernel
_ZL12rms_norm_f32ILi1024EEVPK{Pfif please add launch_bounds to kernel define or use
--gpu-max-threads-per-block recompile program !

fRRFE:
ERAEL:



Bash

1 FREMIZEEL __global__ #ifiy _ global__ _ launch_bounds__(1024)

BRIRTTE2:

nvce & hip 4RiREN: - -gpu-max-threads-per-block=1024

A=, asm i3, REECHERIEEIFIRE;

__DEVICE__
uchar saturateCast( value) {
result = 0;

]

(result) : (value));

result:

__DEVICE__
uchar saturateCast( value) {
result -
(result) : (value)):
result;

BR7E:
RER PTXIIREFBEEERM “fnline-asm-ptx” £,

e Edit Selection View Go Run Terminal Help £ whox [SSH: mine]

EXPLORER = cuda.cmake M X

v WKX [SSH: MINE] develop > pp > cmake > ja.cmake
C)
(CUDA_VERSION_MAJOR VERSION GREATER_EQUAL "9")
» Lot o (_NVCC_FLAGS "${_NVCC_FLAGS} -gencode arch=compute_78,code=sm_70")
> llama.cpp O
> lim (CUDA_VERSION_MAJOR VERSION_GREATER_EQUAL "10")
> models_manager (_NVCC_FLAGS "${_NVCC_FLAGS} -gencode arch=compute_72,code=sm_72")
> ollama-0.5.8-rc11 (_NVCC_FLAGS "${_NVCC_FLAGS} -gencode arch=compute_75,cod m_75")
v pplov O
(CUDA_VERSION_MAJOR VERSION GREATER_EQUAL "11")
(_NVCC_FLAGS "${_NVCC_FLAGS} -gencode arch=compute_88,code=sm_88")
~ cmake (CUDA_VERSION_MINOR VERSION_GREATER_EQUAL "1")
toolchains (_NVCC_FLAGS "${_NVCC_FLAGS} -gencode arch=compute_86,code=sm_86")
arm.cmake O
P (CUDA_VERSION_MINOR VERSION_GREATER_EQUAL "4")
(_NVCC_FLAGS "${_NVCC_FLAGS} -gencode arch=compute_87,code=sm_87")

9]

> .github

cuda.cmake

deps.cmake

0

ocl.cmake (CMAKE_CUDA_FLAGS "${CMAKE_CUDA_FLAGS} ${_NVCC_FLAGS}]-finline-asm-ptx"

opencv.cmake
pplcv-config.cmake.in

riscv.cmake

e (GLOB PPLCV_CUDA_PUBLIC_HEADERS src/ppl/cv/cuda/*.h)
= x86.cmake (RIS & }
> P EMS (3 OUTPUT DEB NSOLE TERMINAL PORTS (19

> data

[cmake] CMake Error at CMakelists.txt:205 (add_subdirectory):




M. cuda FZAREDERHAFE] math.h L3¢F

[ 11%]

Warning: -forward-unknown-to-host-compiler Current not support -forward-unknown-to-host-compiler

Warning: nvcc current only support gfx9e6,gfx926,gfx928,gfx936 arch. All architecture parameters will be replaced by gfx906,gfx926,gfx928,gf|
Warning: -forward-unknown-to-host-compiler Current not support -forward-unknown-to-host-compiler

Warning: nvcc current only support gfx9e6,gfx926,gfx928,gfx936 arch. All architecture parameters will be replaced by gfx906,gfx926,gfx928,gf
In file included from <built-in>In file included from :1<built-in>:

:In file included from 1/opt/dtk/cuda/cuda-11/extras/clang_internal_header/ _clang cudamocker runtime wrapper.h:

:In file included from 128/opt/dtk/cuda/cuda-11/extras/clang_internal_header/__clang_ cudamocker runtime wrapper.h:
:128/usr/1ib/gcc/x86_64-linux-gnu/11/../../../../include/c++/11/cmath:

:45/usr/1ib/gcc/x86_64-1linux-gnu/11/../../ ../ . ./include/c++/11/cmath: :1545:: 15:

‘math.h" file not found

#include_next <math.h>

#include next <

In file included from <built-in>:1:

In file included from /opt/dtk/cuda/cuda-11/extras/clang_internal_header/__clang_cudamocker_runtime wrapper.h:128:
/usr/lib/gcc/x86_64-linux-gnu/11/../../../../include/c++/11/cmath:45:15: ‘math.h’ file not found
#include_next <math.h>

BRFE:
cmake FRiZHIEANA -isystem Jusr/include 5 nvce RiZ2BREIMERASIZE AR,

FFE$TEN, XRFRFIIERY TR, FEESXHFRIMKE, =i -isystem /usr/include BIAI4RiE
B Io

make VERBOSE=1 <project>

IR H., ERFEN pycuda TERIF cu XI5

BR7E:
BEXA, BT compiler.py & hip 4Ri%;
https://ontrack.hygon.cn/browse/CSD-10705

iRl SMAE I — SR cu (K8 #1THED
FHe B E:
@ DCUR A E N B- T2 IMEE

BRFGE:
Bash

1 hipconvertinplace-perl.sh <cudaf{F3>cf3>


https://ontrack.hygon.cn/browse/CSD-10705
https://www.kdocs.cn/l/cmD2M59DD2vk
https://www.kdocs.cn/l/cmD2M59DD2vk

cuda XfFRTRBHINES, $#%i3/FLL org-name.h/cu.prehip XX FEESHIER
BT ZEER hip FiF , BLFRBER cu [a4% , 18e09 hip 2(& cpp;

B, hip RBERLEREXFHERSWITIN, AJESFENIRE:
fBRFE:
e (CublasHandleManager.h

Plain Text

1 #if !defined (ROCM_SYMLINK_HIPBLAS_H)

2 #error hipblas.h must be included at the very top of any file includin
g CublasHandleManager.h

3 #endif

4

5 M CUBLAS_V2_H_ ¥k’ ROCM_SYMLINK_HIPBLAS_H

iml@/\. math_constants.h };FZl:

RRFE:
DTK B9 cuda F& math_constants.h &3 T2 ;
hip TREEMAVAES, aLAEERE Dl math_constants.h B T2

math_constants.h {{XE—LEHFEIEN;
PR, %635 ERSY hip ZEEFIRE min:

BRFE:
EddyMatrixKernels.cpp ARz min BYR)EAER



Bash

1 __global__ void QR(// Input

2 const float *K, // Row-first matrices to decomp
ose

3 unsigned int m, // Number of rows of K

4 unsigned int n, // Number of columns of K

5 unsigned int nmat, // Number of matrices

6 // Output

7 float *Qt, // nmat mxm Q matrices

8 float *R) // nmat mxn R matrices

9 {

10 extern __shared__ float scratch[];

11

12 if (blockIdx.x < nmat && threadIdx.x < m) {

13 unsigned int id = threadIdx.x;

14 // unsigned int ntpm = min(m,blockDim.x); // Number of threads per
matrix

15 unsigned int ntpm = (m < blockDim.x) ? m : blockDim.Xx;

16 float *v = scratch;

17 float *w = &scratch[m];

18 const float *1K = &K[blockIdx.x*m*n];

19 float *1Qt = &Qt[blockIdx.x*m*m];

20 float *1R = &R[blockIdx.x*m*n];

21 gr_single(lK,m,n,v,w,id,ntpm, 1Qt, 1R);

22}

23 return;

24 }

iAlER+. fEF DTK-25.04 Z RHER G HRdmiFR kL3 145E
RRFE:

REZiA{EA -std=c++17 \ -std=c++14

B +—. g++ 4wiF hipRuntime (hipMalloc. hipMemcpy) ZiEOK
05, YmiFiRss:
BRI

IRIFESIEINZRTEN



__HIP_PLATFORM_AMD__
FEIZAHIE N - galaxyhip
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