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Abstract

Playing Large Vision Language Models (LVLMs) in 2023 is trendy among the
AI community. However, the relatively large number of parameters (more than
7B) of popular LVLMs makes it difficult to train and deploy on consumer GPUs,
discouraging many researchers with limited resources. Imagine how cool it would
be to experience all the features of current LVLMs on an old GTX1080ti (our only
game card). Accordingly, we present Vary-toy in this report, a small-size Vary along
with Qwen-1.8B as the base “large” language model. In Vary-toy, we introduce an
improved vision vocabulary, allowing the model to not only possess all features
of Vary but also gather more generality. Specifically, we replace negative samples
of natural images with positive sample data driven by object detection in the
procedure of generating vision vocabulary, more sufficiently utilizing the capacity
of the vocabulary network and enabling it to efficiently encode visual information
corresponding to natural objects. For experiments, Vary-toy can achieve 65.6%
ANLS on DocVQA, 59.1% accuracy on ChartQA, 88.1% accuracy on RefCOCO,
and 29% on MMVet. The code will be publicly available on the homepage.

1 Introduction

Large Vision Language Model (LVLM) is one of the hottest research topics [1, 22, 26, 34, 48, 60] in
the field of artificial intelligence among the last year. The exciting part is that one LVLM can achieve
satisfactory performance in many downstream tasks [4, 24, 30, 32, 41, 45] guided by different prompts.
However, there is still significant room for improvement in LVLM’s overall image perception capacity.
Intuitively, an advanced perceptual ability for visual concepts is essential to enhance the further
development and implementation of a model. We deem that there are two main challenges to achieve
that: 1) the shortcomings of the current vision vocabulary network [35, 48] in extracting rich visual
information; 2) the huge model iteration cost in the optimization of a large number of parameters.

As aforementioned, current LVLMs demonstrate amazing ability in many tasks, especially the Com-
puter Vision (CV) and Natural Language Processing (NLP) intersected ones (e.g., image capion [24],
VQA [41], memes understanding, scene OCR [32], etc), based on the almost perfect vision vo-
cabulary network — CLIP [35]. The structures of popular LVLMs can be divided into two main
streams: 1) image tokens as prefixes like MetaLM [14]; 2) cross-attention for feature fusion like
Flamingo [1]. Regardless of which structure is used, the upper limit of the model may be hindered
by the visual signals encoding efficiency of its vision vocabulary network. To break through the
potential bottleneck, Vary [48] introduces a simple and effective manner to scale up the vision
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Vary-toy

Convert the image to 

markdown format： utilizes a cross-attention ......
Detect objects in this image： bus:[87, 234, 935, 861] ......

Document-level OCR

Object Detection

Detect the person： [035, 24, 847, 901]

Describe this image.

The image shows several people 
enjoying skiing on a snowy slope. A 
person is jumping high in the air after 
launching off a jump, while other 
skiers surround them. This scene 
captures the excitement of winter 
sports enthusiasts as they challenge 

themselves. Referring Expression Comprehension

Image Caption&Understanding

What are the things I should be 
cautious about when I visit here?

When visiting this serene scene of an empty pier with a 
peaceful lake in the background surrounded by trees, there 
are a few aspects you should be cautious about.
First,  make sure to bring sunscreen, wear appropriate sun 
protection, and stay hydrated as spending time outdoors 
on the water can expose you to harmful UV rays. 
Additionally, while walking along the pier or engaging in 
any water activities, it's essential to be mindful of the 
surrounding environment and wildlife. It's important not to 
disturb them. 
Finally, considering the lack of boats present, you might 
want to keep in mind that it could be better for leisurely 

strolls instead of activities involving water-based activities.

VQA&Daily Conversation

1.8B

Figure 1: Features of Vary-toy. Based on a 1.8B language model, Vary-toy can achieve all features of
vanilla Vary-base, including document OCR, image caption, VQA, general conversation, and so on.
Besides, we introduce the natural object perception (location) ability for Vary-toy. Most importantly,
with just only a single GTX1080ti GPU, you can experience all of the above.

vocabulary for an LVLM. The scaling law is to first train a new visual vocabulary network using
a small auto-regressive model (OPT-125M [57]), and then merge the old and new vocabularies to
form the final LVLM (Vary-base [48]). However, Vary suffers two drawbacks to being a user-friendly
baseline: 1) The waste of network capacity in the new vision vocabulary (which in vanilla Vary is
only used to compress text information in PDF images). 2) The Vary-base with 7B LLM takes high
iteration costs (requiring multiple A100 machines to train).

In this report, we present a small-size Vary, i.e., Vary-toy, to alleviate the aforementioned issues.
Overall, Vary-toy enjoys the same pipeline as vanilla Vary, including a vision vocabulary generating
and scaling up processes. Considering the original Vary masks natural images as negative samples
during the creation of a new visual vocabulary. We believe this procedure, to some extent, wastes
network capacity, leaving room for optimization. Instead, we regard the natural image as the object
detection task [6, 19, 23, 37, 38, 49, 59]. Thus in processing the vision vocabulary, we incorporate
both dense textual data (PDF) and natural object location data into the vocabulary network of Vary-toy,
making it more universal. After completing the new and reinforced vocabulary, we merge it with the
genuine (224×224) CLIP and then integrate them into a 1.8B language model [2].

In experiments, we report metrics on several challenging benchmarks, i.e., DocVQA [30],
ChartQA [29], MMvet [54], and RefCOCO [15]. Specifically, Vary-toy can achieve 65.6% ANLS on
DocVQA, 59.1% accuracy on ChartQA, 29% accuracy on MMvet, and 88.1% accuracy on RefCOCO
val. More specifically, it can gather on par performance compared to Qwen-VL-7B [3] on DocVQA
and RefCOCO as well as a better accuracy than LLaVA-7B [26] on the general benchmark MMVet.

In conclusion, Vary-toy is a toy because it is at least three times smaller compared to popular LVLMs
(>7B). Vary-toy is not a toy due to it demonstrates excellent potential in challenging tasks. We believe
that Vary-toy still enjoys many improvement rooms and we hope that our small-size LVLM can
encourage more attention in corresponding research and become a practical baseline, especially for
those researchers with limited resources.
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A small size autoregressive model (OPT-125M)

Vision 

vocabulary

Provide the OCR results:

Detect the teddy bear:

word1 word2

word1 word2 word -2…

x1 y1 x2[

… word-2 word-1

[ x1 y1 x2 y2

word3

]

Vision 

vocabulary

A 1.8B “large”language model (Qwen-1.8B)

CLIP

Provide the OCR results:

Detect the all obejcts:

word1 word2 word -2…

x1 y1[

Detect an objects: xxx

What is xxx?

……

x1 y1 x2[

class1:

This is xxx

…

…

…

Vary-tiny+

Vary-toy

The output based on a prompt

Figure 2: Architecture of the Vary-toy. We utilize the Vary-tiny+ pipeline to generate the new vision
vocabulary of Vary-toy. Such vision vocabulary can efficiently encode dense text and natural object
location information into tokens. Based on the improved vocabulary, Vary-toy not only possesses all
the previous features (document OCR) but also handles object detection tasks well.

2 Related Works

Over the past years, Large Language Models (LLMs), such as the GPT family [5, 34, 36], LLaMA
family [8, 42, 44], OPT [57], and the GLM family [55] gain significantly advanced performance in
NLP tasks. With the help of LLMs’ language reasoning abilities, Vision Language Models (VLMs)
like Flamingo [1], BLIP2 [22], LLaVA [25, 26], Vary [48], etc [3, 12, 53, 58, 60] have achieved
impressive results in various computer vision tasks such as image caption [24], VQA [4, 30, 32],
image generation [12], visual grounding [3, 53, 60], document OCR [48] and so on. These models
not only can follow human instructions but also possess remarkable few-shot and even zero-shot
learning abilities, thereby driving the AI community toward the development of artificial general
intelligence (AGI).

However, most popular open-source VLMs are parameter-heavy, with sizes like 7B (e.g., Qwen-VL [3]
and mPlUG-Owl [52]) or 13B [26], which to some extend hinder the participation of researchers
with limited resources and poses challenges for the implementation of VLMs in resource-constrained
environments like home computer. Recently, there has been a growing interest in and development
of smaller language models, such as Phi-2 (2.7B) [31] and Qwen-1.8B [2] for NLP tasks, and
Gemini-nano (1.8B/3.25B) [43], MobileVLM (1.4B/2.7B) [9] for vision-language tasks.

In this report, Vary-toy will be an open-source small model that possesses features of the most popular
LVLMs and demonstrates exceptional potential in fine-grained perception tasks.

3 Method

In this section, we will delve into the details of how to devise Vary-toy. As shown in Figure 2, there
are two main parts in implementing the model: 1) how to generate a more practical vision vocabulary
based on the Vary-tiny+ pipeline. 2) how to utilize the new vision vocabulary to make the 1.8B
Vary-toy gather new features on the premise of not harming the original model features.
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3.1 Generating A Reinforced Vision Vocabulary Upon Vary-tiny+

Vary-tiny [48] is a tiny vision language model to generate a specific PDF-parsing vision vocabulary for
Vary. The vision vocabulary network comprises a SAM-base [17] main body and paired convolutions
to reshape the output, enjoying about 80M parameters. Experiments in Vary prove that using the
SAM initializing to gain intensive text perception is effective. However, the vocabulary-generating
procedure in vanilla Vary suffers the risk of forgetting SAM’s original natural object perception
ability. What’s more, we also think that writing only the visual knowledge of dense text into an
80M network is wasteful. Thus we generate a new and more reasonable vision vocabulary upon the
Vary-tiny+ pipeline.

184 MARKETS AND STRATEGY
have also taken up this practice. It can be a very successful way 
of in-troducing new products and services to existing customers, 
up-selling customers, or influencing them to purchase more 
products.
Loyalty Programs
Many companies develop loyalty or frequency-marketing 
programs in order to further engage the consumers with their 
products and increase customer loyalty. These programs are 
very effective for target-ing the company’s most valuable 
customers. Most airlines develop frequent-flier programs, which 
allow customers to earn points toward their next flight. Other 
businesses, such as coffee shops, also offer fre-quency cards, 
that entitle the customer to a free beverage, for example, after 
purchasing a certain number of beverages.
Loyalty programs have been very effective in generating repeat 
business. They offer an added value to the consumer, whereby 
the pur-chaser is not simply enjoying the value of the current 
purchase, but is being rewarded. It is important, however, that 
the loyalty program be relative to the product and service 
offering of the organization and that the award be attainable. 
Customers may experience frustration if, with an airline ticket as 
an example, they are unable to redeem their ticket when they 
want to travel, or if the restrictions on the reward are so high 
that it is not worth the hassle of redemption.
PUBLIC RELATIONS AND PUBLICITY
An organization’s public relations and publicity activities are 
the means to foster its relationships with its various audiences 
and to communi-cate with them. Public relations efforts are 
undertaken in order to form a favorable view in the public eye. 
Favorable publicity can enhance an organization’s image and 
increase demand for its products. A positive article or review 
about a product or service adds credibility, believabil-ity, and 
legitimacy in a much more effective manner than paid-for ad-
vertising. Negative publicity, on the other hand, can tarnish an 
organization’s reputation. Most public relations strategies 
include press releases, special events, and press conferences.
Press releases are articles or brief news releases that are 
submitted

Provide the OCR results of this image: Detect all objects in this image:

Person: [535,  544,  568,  591];
      Car: [009,  552,  058,  737],
               [682,  598,  999,  976],
               [910,  558,  999,  600];
      Bus: [044,  070,  913,  909].

Detect Tuba,Gloves and Bow Tie 
in this image in this image:

          Tuba:  [512,  181,  971, 1000];
      Gloves:  [703,  730,  782,  862];
     Bow Tie:  [075,  590,  144,  630],
                      [570,  491,  662,  562].

Figure 3: Visualization of image-text pairs used by Vary-tiny+. For PDF image-text pair, there is only
one prompt, while for the object detection task, we utilize two types of prompts as shown in the right
half of the figure because some images may have too many objects that exceed the maximum token
length (4096) of the OPT125M after interpolation.

3.1.1 Data Engine

PDF data. We prepare about 4M PDF image-text pairs in this stage. Following Vary, we use the PDF
processing packages to extract the texts of each PDF page, which we find many Python packages can
realize (e.g., pdfminer, pdfplumber, and fitz). Each page will be saved as a JPEG image and form an
image-text pair with the corresponding text. In this way, we get 2M samples for English and 2M for
Chinese. We use the sentence: “Provide the OCR results of this image.” as the prompt for both English
and Chinese tasks. The PDFs are mainly from arXiv, CC-MAIN-2021-31-PDF-UNTRUNCATED,
and e-books. Figure 3 shows a sample of the PDF image-pair.

Object detection data. To fully utilize the capacity of the visual vocabulary network and obtain the
natural image perception ability from SAM initialization, we introduce object detection data in the
vision vocabulary generating process. We gather the samples from two large open-source datasets, i.e.,
Object365 [40] and OpenImage [18]. Due to the low efficiency of coordinate (number texts) encoding
in OPT’s [57] text tokenizer, for images with too many objects, the number of tokens in the ground
truth may exceed the maximum token length supported by OPT-125M (although we interpolate it to
4096). Therefore, we re-organize the annotations into two tasks: 1) Object Detection: If there are
no more than 30 object-boxes in the image, we will allow the Vary-tiny+ detect all objects with the
prompt: “Detect all objects in this image”. 2) REC: If the object-box number is over 30, we will
regard this image as a REC task using a prompt template: “Detect class1, class2, ..., in this image”.
The selected classes are random so one image can be used multiple times. Through the above manner,
we obtain approximately 3M of detection data. Some samples can be seen in Figure 3.
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3.1.2 Input Format

Different from the single input/output form of Vary-tiny, Vary-tiny+ needs various input formats to
adapt to corresponding tasks due to it requires different prompts to guide the model output correct
results. For simplicity, we use the template of Vicuna v1 [8] to construct all ground truth in a
conversation format as USER: <img>"<image>"</img> "texts input" ASSITANT: "texts output" </s>.
We add the "<img>" and "</img>" as special tokens of the text tokenizer of OPT-125M and we find
that it can adapt very well to the Vicuna template. For the vision input branch, we don’t utilize any
augmentations and only resize the image to a fixed resolution, i.e., 1024×1024.

3.2 Forge the Cost-Effective Vary-Toy

In this section, we depict the design details of Vary-toy, mainly including the structure of the network
and the data construction utilized in the pre-training and SFT stages.

3.2.1 Architecture

As shown in Figure 2, we follow the Vary pipeline to devise the main body of Vary-toy but there are
some minor differences. When fed an input image with a shape of H×W, the new vision vocabulary
branch will directly resize the image to 1024×1024, while the CLIP [35] branch gains a 224×224
image by the center crop. Both the two branches output 256 tokens with channels of 1024. The
dimension of the Qwen-1.8B’s input channel is also 2048, so the simplest manner is to concatenate
the image tokens in two branches directly as the input image tokens of the language model. In terms
of code implementation, to maintain consistency with the Vary structure, we still add input embedding
layers behind the vision vocabulary networks.

Task Dataset Sample A prompt example

Cap. Laion-COCO [39] 4M Describe the content of this image in a sentence.
BLIP558k [26] 558K Describe the image with one saying.

PDF Pure OCR 1M Provide the OCR results of this image.
Markdown 500K Convert the image to markdown format.

Det. COCO [24] 50K Detect all objects in this image.
RefCOCO train set Detect an object: the left woman.

NLP
ShareGPT 125K Original conversation
Baize [50] 112K Original conversation
Alpaca [42] 52K Original conversation

VQA DocVQA [30] train set Qestion.Answer using a single word or phrase.
ChartVQA [29] train set Qestion.Answer using a single-word or phrase.

Table 1: Multi-task training data. We introduce 5 types of data in the pretrain stage, including weakly
supervised pair data, PDF image-text pair data, detection data, pure text auto-regressive data, and
VQA data. All data annotations are reorganized to a conversation format.

3.2.2 Data Details

Intuitively, the sensitivity of the 1.8B model to data quantity and ratio is higher than that of the 7B or
above models, so we put more effort into the data processing aspect for Vary-toy.

Pre-training & SFT data. For Vary-toy, the pretrain stage is actually a multi-task training stage,
wherein we prepare a large amount of image-text pairs in various formats. As summarized in Table 1,
we mainly focus on a total of 5 types of data in such stage, containing weakly annotated image caption,
PDF dense OCR, object detection, pure text conversation, and VQA. Specifically, for natural images,
we sample 4M image-text pair in the Laion-COCO [39] dataset, and we also use the BLIP-558K data
proposed in LLaVA [26]. For PDF image-text pair, we prepare two types of data following Vary. One
is pure dense text OCR, and the other is a task that converts the PDF image to a markdown format.
The previous type of data is randomly sampled from the PDF data used in Vary-tiny+ and the last
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one is obtained via LaTeX rendering. Compared to vanilla Vary, we reduce the proportion of PDF
data to maintain universal capability. For the detection data, we gather images from the COCO [24]
dataset. We sample 50K images with fewer objects included for the pure object detection task and
use all train data of RefCOCO for the REC task. We normalize the coordinates of each box and then
magnify them to 1000 times. To prevent the language ability of the LLM from deteriorating, we also
introduce pure NLP conversation data, including ShareGPT, Baize [50], and Alpaca [42]. For the last
downstream VQA tasks, we choose two challenge datasets (DocVQA and ChartQA [29]) to monitor
the text perception and reasoning performance of Vary-toy for artificial data. There are at least 10
prompts made through GPT3.5 [5] for each task, and Table 1 shows one example of them.

In the SFT stage, we only use the LLaVA-80K [26] to instruction tuning the model. LLaVA-80K is a
dataset with detailed descriptions and prompts of various types of images, produced by GPT4 [26, 33].

3.2.3 Data Format

In Vary-toy, we are pleased to keep the Chinese PDF-parsing feature to some extent because there is
very little exploration in this area, which is also one of the reasons that we select Qwen-1.8B [2] as
our base language model (due to the relatively comprehensive text vocabulary). The data input to
Qwen-1.8B follows the vanilla Vary [48] format. That is: <|im_start|>user: <img>"<image>"</img>
"human prompts"<|im_end|> <|im_start|>assistant: "model outputs" <|im_end|>.

4 Experiments

4.1 Evaluation Metrics

We report the accuracy of Vary-toy on four popular and challenging benchmarks: DocVQA [30],
ChartQA [29], RefCOCO [15], and MMVet [54]. Wherein, the DocVQA and ChartQA can measure
the text perception and reasoning ability of the model in manual images, RefCOCO can be used to
test the model’s ability to locate natural objects, while MMVet, including 6 measurement areas, can
be utilized to monitor the general ability of Vary-toy. We use the evaluation metrics introduced in
their original paper for fair comparison. Specifically, we utilize ANLS, relaxed accuracy, accuracy
under 0.5 IoU, and GPT4 scoring as the metrics for the above four datasets.

4.2 Implementation Details

For Vary-tiny+, we unfreeze all the parameters and train the whole model with a batch size of 512 for
2 epochs. We select the AdamW [28] optimizer with a cosine annealing scheduler [27]. The initial
learning rate is set to 5e-5 and the end is 0. It is worth noting that the Vary-tiny is initialized by the
weights of Vary-tiny for faster convergence.

For Vary-toy, following vanilla Vary, we freeze all weights of two vision vocabulary networks and
only optimize the parameters of the input embedding layers and language model (Qwen-1.8B). In the
multi-task training (pre-training) stage, we set the start learning rate to be 5e-5 while it is set to 2e-5
in SFT. We train the model with a batch size of 512 for only 1 epoch in both two stages.

Method Size
DocVQA ChartQA

val test human augmented Average
Dessurt [10] - 46.5 63.2 - - -
Donut [16] - - 67.5 - - 41.8
Pix2Sturct [20] - - 72.1 30.5 81.6 56.0
mPLUG-DocOwl [52] 7B 62.2 - - - 57.4
Qwen-VL-chat [2] 7B 65.1 - - - 65.7

Vary-toy 1.8B 65.6 65.0 33.4 84.8 59.1

Table 2: Performance comparison to popular methods on DocVQA and ChartQA. Vary-toy can
achieve 65.6% ANLS on DocVQA which is on par with the 7B Qwen-VL-chat and 59.1% accuracy
on ChartQA which is higher than 7B-size mPLUG-DocOwl.
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4.3 Manual Image Understanding Ability

We evaluate the fine-grained text perception and reasoning ability via the DocVQA [30] and
ChartQA [29]. As shown in Table 2, along with the only 1.8B language model, Vary-toy can
achieve 65.6% ANLS on DocVQA and 59.1% accuracy on ChartQA. For DocVQA, the Vary-toy
enjoys comparable performance to the 7B-size Qwen-VL-chat, proving the excellent document-level
text perception ability of the model and also proving that the new vision vocabulary is available on
tokenizing PDF images. For ChartQA, Vary-toy can achieve 59.1% average accuracy, which is better
than the 7B size mPLUG-DocOwl, demonstrating the effectiveness of our model further.

Type Method Size
RefCOCO

val testA testB

Traditional

OFA-L [46] - 80.0 83.7 76.4
TransVG [11] - 81.0 82.7 78.4
VILLA [13] - 82.4 87.5 74.8
UniTAB [51] - 86.3 88.8 80.6

LLM-based

VisionLLM-H [47] - - 86.7 -
Shikra-7B [7] 7B 87.0 90.6 80.2
Shikra-13B [7] 13B 87.8 91.1 81.7
Qwen-VL-chat [2] 7B 88.6 92.3 84.5
Next-chat [56] 7B 85.5 90.0 77.9

Vary-toy 1.8B 88.1 90.6 85.7

Table 3: Comparison with popular methods on RefCOCO. Benefiting from the new vision vocabulary,
Vary-toy can achieve 88.1% accuracy on RefCOCO val, which is on par with the 7B Qwen-VL-chat.

4.4 Natural Object Perception Ability

The vision vocabulary network generated by Vary-tiny+ should enjoy two main advanced perception
abilities: one for dense text and the other for natural objects. In this part, We test the latter ability
of Vary-toy after accessing the improved vision vocabulary. It is worth noting that a center crop
operation processes the input image of the CLIP branch. Therefore, it can be ruled out that the model
uses CLIP for object localization.

As shown in Table 3, Vary-toy can get 88.1% accuracy@0.5 on the RefCOCO validation set, which
is also on par with Qwen-VL-chat (7B) and even better than the Shikra-13B. The results show that
under the knowledgeable vision vocabulary, Vary-toy gathers great natural object perception ability,
proving the effectiveness of using the Vary-tiny+ architecture to build a vision vocabulary, allowing
us to further reflect on the necessity of CLIP if we add a large amount of weakly labeled image
caption data, e.g., Laion-400M [39], during the new vocabulary generating process.

Method
MM-Vet

Rec OCR Know Gen Spat Math Total
BLIP-2 [22] 27.5 11.1 11.8 7.0 16.2 5.8 22.4
LLaVA-7B [26] 28.0 17.1 16.3 18.9 21.2 11.5 23.8
MiniGPT-4 [60] 29.9 16.1 20.4 22.1 22.2 3.8 24.4
Otter [21] 27.3 17.8 14.2 13.8 24.4 3.8 24.7
OpenFlamingo [1] 28.7 16.7 16.4 13.1 21.0 7.7 24.8
LLaVA1.5-7B [25] - - - - - - 30.5

Vary-toy (1.8B) 33.4 20.3 19.9 17.5 24 10.8 29.0

Table 4: Comparison with popular LVLMs on MMVet. With only a 1.8B language model, Vary-
toy can get a promising 29.0% accuracy. The abbreviations represent Rec: Recognition; Know:
Knowledge; Gen: Language generation; Spat: Spatial awareness.
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4.5 General Ability

We report the accuracy of Vary-toy on MMVet [54] to test its general performance. As summarized
in table 4, Vary-toy gains 29.0% of the total accuracy, which is higher than the classical LLaVA-
7B [26] (23.8%), BLIP-2 [22], and MiniGPT-4 [60], demonstrating Vary-toy enjoys excellent general
knowledge. For a 1.8B model, the generation ability is relatively poor and needs to be strengthened.

Detect all objects in this image：What is funny about this image?

The funny aspect of this image lies 

in the fire hydrant painted with a 

smiling face, which gives it an 

unconventional and whimsical 

appearance. The cute drawing on 

the red fire hydrant attracts attention 

and can be considered a creative 

expression or an artistic statement. 

In addition, there's a car parked 

nearby, emphasizing the urban 

setting and reinforcing the idea that 

the image might have been taken in 

a city environment where such 

decorative objects and artistic 

installations are more common.

you are cordially invited to join us for the dramatic return of 

Pagliazzi, Le Prophets and Lohengrin. For the power of Billy 

Budd, Don Carlo and Otello. For the excitement of the 

Metropolitan Opera's first production of Kurt Weill and Bertolt 

Brecht's twentieth century masterpiece, Rise and Fall of the City 

of Mahagony. And a new production of Mozart's delightful 

Abduction from the Seraglio.

At trial subscription for the 1979-80 season at The Met gives you 

a chance to appreciate some of the many advantages enjoyed by 

our regular Subscribers. Choose any one of the twenty-three 

mini-series described inside and you'll enjoy the same seats for 

each performance.

Your tickets will be sent to you in August, well in advance of box 

office lines and sold out notices.

Next season, we hope your trial series experience

will have convinced you that subscribing is the best way to be a 

part of the Metropolitan,

Opening Night is just a summer

away. Won't you take a few moments now to guarantee your 

series and seating for the glorious season ahead? It's a season 

that promises grand opera performed by some of the world's 

greatest artists. We hope you'll be with us.

P.S. If you are already a Met Subscriber, you may want to use a 

mini-series for operas not on your regular subscription.

Or perhaps you'd like to give this brochure to a friend who may 

be interested in this introductory offer.

Provide the OCR results of this image.

Figure 4: Visualization of high-quality results of our model in four common fields. We can see that
Vary-toy has satisfactory general ability and enjoys strong text and object perception abilities.

4.6 Visualization

Figure 4 shows high-quality results of Vary-toy on four different downstream fields. We can see that
the model enjoys good vision concept understanding and localization capacities, indicating that a
reinforced vision vocabulary with a small language model can also perform well in multimodal tasks.

5 Conclusion

In this report, we propose a small LVLM — Vary-toy, which can be deployed on a GTX1080ti GPU
and enjoys fine performance in many downstream tasks. What’s more, we generate a new and more
comprehensive vision vocabulary for the presented model, which is the key to the success of Vary-toy.
We hope the promising and user-friendly Vary-toy can become a new baseline in such fields as well as
draw more attention to LVLM, especially for researchers who previously lacked computing resources.
We also encourage researchers to use our reinforced vision vocabulary for more downstream tasks.
Finally, we firmly confirm that the Vary-toy will evolve beyond just a toy.
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