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Abstract

The breakthrough of OpenAl ol highlights the potential of enhancing reasoning to
improve LLM. Yet, most research in reasoning has focused on mathematical tasks,
leaving domains like medicine underexplored. The medical domain, though dis-
tinct from mathematics, also demands robust reasoning to provide reliable answers,
given the high standards of healthcare. However, verifying medical reasoning is
challenging, unlike those in mathematics. To address this, we propose verifiable
medical problems with a medical verifier to check the correctness of model out-
puts. This verifiable nature enables advancements in medical reasoning through
a two-stage approach: (1) using the verifier to guide the search for a complex
reasoning trajectory for fine-tuning LLMs, (2) applying reinforcement learning
(RL) with verifier-based rewards to enhance complex reasoning further. Finally, we
introduce HuatuoGPT-01, a medical LLM capable of complex reasoning, which
outperforms general and medical-specific baselines using only 40K verifiable prob-
lems. Experiments show complex reasoning improves medical problem-solving
and benefits more from RL. We hope our approach inspires advancements in
reasoning across medical and other specialized domains.

1 Introduction

The release of OpenAl ol has marked a significant milestone in large language model (LLM)
development, showcasing impressive capabilities [ 1-3]. This breakthrough highlights the potential of
scaling Chain-of-Thought (CoT) and reinforcement learning to enhance LLM performance [4-6].
While subsequent research efforts attempt to replicate these advancements, they often remain limited
to mathematical reasoning tasks [7-9, 6]. The application of ol-like methods to specialized fields,
such as medicine, remains largely underexplored.

Medical tasks often involve complex reasoning [10—12]. In real-world medical diagnoses or deci-
sions, doctors often deliberate carefully. Such life-critical field necessitates meticulous thinking to
ensure more reliable answers [13, 14]. Additionally, the medical domain offers unique advantages:
compared to general domains, the medical domain is generally narrower in scope and easier to verify.
Furthermore, medical reasoning closely resembles real-world applications in fields like finance, law,
education, and security, making advancements in this area readily transferable [15, 16].

Despite these advantages, a key challenge in medical reasoning is verifying the thought process,
which often lacks clear steps. Inspired by mathematical problems that allow verification through their
outcomes, we construct 40K verifiable medical problems reformatted from challenging, closed-set
medical exam questions. These verifiable problems are characterized as open-ended with unique,
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objective ground-truth answers that allow an LLM verifier to check solution correctness. This enables
a two-stage approach for advancing medical complex reasoning:

Stage 1: Learning Complex Reasoning We construct complex reasoning trajectories through
strategy-based searches guided by verifier feedback (True or False). The LLM first initializes a CoT.
If the verifier rejects the current CoT, the model extends the CoT by applying a strategy sampled from
Backtracking, Exploring New Paths, Verification, and Correction until a correct answer is provided.
Successful reasoning trajectories are then used to fine-tune the LLM, enabling it develop complex
reasoning skills that embody iterative reflection.

Stage 2: Enhancing Complex Reasoning with RL After acquiring complex reasoning skills,
reinforcement learning (RL) further refine this ability. Specifically, sparse rewards provided by the
verifier guide self-improvement using the Proximal Policy Optimization (PPO) algorithm.

Using this approach, we present HuatuoGPT-o01, a medical LLM capable of producing a long CoT to
recognize its mistakes, try different strategies and refine the answer. Experiments demonstrate that our
method (using only 40K data points) yields an 8.5-point improvement on medical benchmarks with an
8B model. Furthermore, our 70B model outperforms other open-source general and medical-specific
LLMs across multiple medical benchmarks. The experiments further reveal that complex reasoning
enhances medical problem-solving and boosts RL performance compared to standard or non-CoT
methods. Our contributions are as follows:

e To the best of our knowledge, this is the first work to advance medical complex reasoning in
LLMs using verifiable medical problems and a medical verifier.

e With verifiable medical problems, we propose a two-stage training approach, combining search
strategies to construct reasoning pathways for fine-tuning, and further enhanced by RL with
verifier feedback.

e Using the proposed method, we developed HuatuoGPT-o1, the first medical LLM capable of
complex reasoning. HuatuoGPT-01 exhibits superior performance compared to the open-source
general and medical-specific baselines.

e Our experiments reveal that complex reasoning is effective for medical problem-solving and
benefits RL enhancements.

2 Verifiable Medical Problems
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Figure 1: Left: Constructing verifiable medical problems using challenging close-set exam questions.
Right: The verifier checks the model’s answer against the ground-truth answer.

Inspired by mathematical problems that enable verification of the solution process through the
final result, we aim to create verifiable medical problems that allow reasoning verification through
outcomes. These verifiable problems are characterized as open-formal with unique, objective ground-
truth answers, as illustrated in Figure 1.

Sourcing from Medical Exam Questions To achieve this, we utilize closed-set real-world exam
questions for two key reasons: 1) a large number of medical exam questions are available; and 2)
these exam questions are typically objective and accurate. Specifically, we collected 192K medical
multiple-choice exam questions from the training sets of MedQA-USMLE [17] and MedMcQA [18].



Transforming to Verifiable Medical Problems However, these medical questions are closed-set,
meaning they provide limited options to choose from. This makes it easy for models to guess the
correct answer without proper reasoning. Additionally, some questions are not suitable due to they
may lack a unique correct answer for verification or are too simple to require reasoning.

To address this, we select and process the questions as follows:

1. Selecting Challenging Questions We removed questions that three small LLMs (Gemma2-
9B [19], LLaMA-3.1-8B [20], Qwen2.5-7B [21]) all answered correctly and discarded short
questions to retain those requiring deeper reasoning.

2. Ensure Unique Answers: We excluded questions asking for “incorrect options” or with multiple
correct answers. A LLM (GPT-40) is further employed to remove questions where the correct
answer might not be unique or could be ambiguous.

3. Reformatting to Open-Ended Formal: Using LLMs (GPT-40), We reformatted each closed-set
question into open-ended problem an open-ended problem z and a ground-truth answer y*, as
shown in Figure 1.

The prompt used for filtering and processing can be found in Appendix B. After this filtering and
processing, we ultimately constructed a dataset of 40K verifiable medical questions denoted as
D = {(z,y*)}, where x is a verifiable problem and y* the ground-truth answer.

Developing Medical Verifier With these verifiable problems, we propose a verifier to assess the
correctness of model outputs. Given a medical verifiable problem x, the model generates a Chain-
of-Thought (CoT) e and a result y. The verifier checks y against the ground-truth answer y* and
provides binary feedback as:

Verifier(y,y*) € {True, False}

This feedback is essential for building a correct reasoning trajectory and improving reasoning
performance. We use GPT-40 [22] as the verifier, prompting it to perform validation with the detailed
prompt provided in Appendix C. Given the prevalence of aliases in the medical domain, exact match
methods [8, 23] commonly applied in mathematics are impractical. Experiments in Section 4.2
confirm this and demonstrate the reliability of the LLM-based verifier.

3 Methodology
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Figure 2: Demonstration of developing and improving LLMs for medical complex reasoning. Left
(Stagel): Searching for correct reasoning trajectories to fine-tune LLMs for complex reasoning.
Right (Stage2): Using the verifier to enhance complex reasoning via reinforcement learning.

In this section, we present the method for training LLMs to performing medical complex reasoning
to identify errors, and refine answers using deep thinking. As shown in Figure 1, the method has two
stages: Stage One: master complex reasoning, and Stage Two, enhance complex reasoning with
reinforcement learning (RL).



Verifiable Medical Problem (x) 4 51-year-old man experiences progressively worsening dyspnea on exertion and fatigue over two months.
Examination and test results include cardiac exam without murmurs, coarse crackles at lung bases, an ECG with an irregularly irregular rhythm and

Stream of Search (Total 1565 tokens)

Init CoT (eg . Yo )
## CoT (eg)

Identify Key Clinical Features: The 51-year-old man is experiencing ...
Analyze Chest X-ray Findings: The chest x-ray shows a globular cardiac ...
Evaluate Potential Causes of Heart Failure: Heart failure in this context can ...

## Conclusion (yy)

The most likely cause of this patient's cardiac condition is alcohol-induced dilated 0
cardiomyopathy

Search with Verification Strategy (eq , y1 ) >
## CoT (e;)

Re-evaluate Key Clinical Features: Re-examining the patient's symptoms, we ...

Assess Chest X-ray and Pulmonary Findings: The chest x-ray findings ...

## Conclusion (y;)

Although alcoh y ty was initially considered, ischemic
cardiomyopathy is more likely the cause of this patient's condition ... 0
Search with Correction Strategy (e; ., yz ) )
## CoT (e;)

Reassess the Potential Causes of Dilated Cardiomyopathy: Re-examining the ...
Focus on Patient History and Lifestyle: Explore elements from the patient's ..

## Conclusion (y,)
The most likely cause of this patient's cardiac condition is alcoholic cardiomyopathy.. 0
Search with Exploring New Paths Strategy (e3 , y3) )

## CoT (e3)
Consider Effects of Atrial Fibrillation: Atrial fibrillation can lead to a reduced ...

absent p waves, a chest x-ray showing globular cardiac shadow enlargement with prominent hila and bilateral fluffy infiltrates, and echocardiography
indicating a dilated left ventricle with an ejection fraction of 40%. What is the most likely cause of this patient’s cardiac condition?
Ground-true Answer (y*): Chronic supraventricular tachycardia

———> Complex CoT (758 tokens) & Response (155 tokens)

Our Model Response (é , )

## Thinking (€)
Hmm, let's look at the clinical picture here. We have a 51-year-old man with
progressively worsening dyspnea, fatigue, an irregularly irregular heart ...

Now, let’s think about dilated cardiomyopathy. The combination of a ... The most likely
cause of this patient's condition is alcohol-induced dilatec 1 ..

But wait — let's pause and re-evaluate this. Are we jumping to conclusions here?
Let's go over the symptoms and findings again to see if we missed anything ...

Could there be other causes of dilated cardiomyopathy? Viral myocarditis, genetic
factors, or nutritional deficiencies could also be responsible ... Maybe ischemic
i is a better

But hold on — the patient hasn’t mentioned typical angina symptoms, and there's
no clear evidence of coronary artery disease in the findings provided. Hmm ...

Then again, the globular cardiac shadow on the chest x-ray is interesting ... Hmm,
this supports a non-ischemic etiology.

Alright, back to alcohol-induced : It fits the demograr
picture, even if we don  have explicit evidence of alcohol use.

ic and clinical

Not so fast, what if the atrial fibrillation itself is the cause? Chronic atrial fibrillation
can lead to tachycardia-induced cardiomyopathy ...

Hmm, let’s connect the dots. Persistent high heart rates from atrial fibrillation could
explain the dilated left ventricle and reduced ejection fraction.... Maybe the primary
issue here is tachycardia-induced cardiomyopathy due to chronic atrial fibrillation ...

Yes, I think this is it. The most likely diagnosis is chronic supraventricular
tachycardia-induced cardiomyopathy.

Review Cardiac Presentation: Globular cardiac shadow and absence of .. ## Response (§)
. The clinical presentation and investigation findings suggest that this 51-year-old man is
## Conclusion (y;) stop e P ) ’ B
on (y ) o o ) ) experiencing heart fuilure with reduced ejection fraction, likely due to tachycardia-induced
< ] ’(‘"’}i e of the patient’s cardiac condision is ChIGNIGRUpMAYeRiACHIzh 0 cardiomyopathy. His irregularly irregular ECG rhythm with absent p waves indicates chronic ..
i atrial C »

Figure 3: Example of data synthesis. Left: strategy search on medical verifiable problems until
the answer is validated. Right: Merging the entire search process into efficient complex CoTs,
facilitating effective deep reasoning to refine answers. The complex CoTs and responses are used to
train the model to adopt thinks-before-it-answers behavior akin to ol.

3.1 Stage One: Learning Complex Reasoning

Searching for Correct Trajectories Given a verifiable medical problem as a tuple (x, y*), i.e.
(question, ground-true answer), the LLM (e.g., GPT-40) generates an initial CoT eq and answer yq:

€0, Yo = LLMipic(2)
The verifier checks if yo matches y*. If incorrect, the model iteratively refines the answer by applying

a randomly selected search strategy k& € K on prior thoughts [eg, yo, - - -, €i—1, Yi—1], producing new
reasoning e; and new answer y;:

<y €i—1, yi—l])

where ¢ denotes the i-th iteration. We define four search strategies /C to guide the refinement process:

€, Yi = LLM]% (l‘, [607y07 ..

o Exploring New Paths The LLM explores a new approach e; , distinct from prior eg, ..., e;_1, to
derive a new answer ;.

e Backtracking The LLM revisits a previous reasoning process e;, y;, where j < ¢ — 1, and
continues reasoning from there. Note that Backtracking is sampled only if ¢ < 2.

o Verification The LLM evaluates the current reasoning e; _jand result y; 1, providing a validation
process e; and the verified result ;.

e Corrections The LLM critiques and corrects the current reasoning e;_1, yielding a revised
reasoning e; and answer y;.

The process iterates until y; is verified as correct. If the maximum iteration count N = 3 are reached,
the search restarts. Each data point (x, y*) is given up to 7' = 3 attempts; if all fail, the data point is
discarded. The prompts for search reasoning trajectories can be found in Appendix D.

Constructing SFT Training Data When a successful trajectory [eq, Yo, - - - , €, y;] is found, it is
reformatted into a coherent, natural language reasoning process é (Complex CoT):



Algorithm 1: Training LLMs for Medical Complex Reasoning

Require: Medical Verifiable Problems D = {(x,y*)}, a Verifier, an LLM (GPT-40) for synthesizing
reasoning trajectories, search strategies /C, max search depth IV, max search attempts 7', and initial policy
To.

DSearch, DrL Spllt(D)
Dser + 0
// Stage One: Learning Complex Reasoning
for (x,y") € Dsearcn do
for j < 1to T do
€0, Yoy LLMinit(a?)
for i < 1to N do
ki~K
€i,Y; < LLM’% (m, [60, Yoy -5 €i—1, yi—l])
if Verifier(y,, y™) then
é LLMReformal([eo, Yoy -+ €iy yl])
?} — I—I—MRcsponsc(é)
Dser < Dser U {(w,€,9)}
break

if Verifier(y,, y*) then
L break

// SFT
for (z,é,9) € Dsrr do
Lspr(0) < —logme(€, 9 | )
| 6 < UpdateParameters(Lsr7(0), 0)

// Stage Two: Enhance Reasoning with RL
Tref < 7O
for (z,y") € Dr. do

é7 g ~ T (CE)

// Reward

r < Rule (Verifier (g,y")) — BKL (7o (- | @) || 7ret (- | @))
0 < UpdateParameters (Lrr, (x, €, 9, 7, Wret, 7o) , 0)

return 7y

é= LLMReformat([607 €1,...,€4, yz])

As shown in Figure 3, this reformatting avoids rigid structures, using smooth transitions (e.g., “hmm,”

“also,” “wait”) to streamline reasoning and reduce token usage.The model then generates a formal
response ¢ for question x using the conclusion of é:

@ = I—LMResponse(xa é)

The prompt used for constructing SFT data can be found in Appendix E.

Supervised Fine-Tuning (SFT) We synthesize 20K SFT data points Dggr = {(x, é,¢)} from the
verifiable problem set D = {(x, y*)} using GPT-40. Dspr is used to fine-tune LLMs to generate a
complex CoT é followed by a formal response 3. This fine-tuning process teaches the model to think
before answering, encouraging a Stream-of-Search (SoS) [23] way where the model deeply explores
and refines its reasoning before answering.

3.2 Stage Two: Enhance Complex Reasoning with RL

In this stage, we further enhance the complex reasoning skills using reinforcement learning (RL).
While the LLM learned successful reasoning trajectories in stage 1, these paths, derived via search,
may not be optimal. On-policy learning in stage 2 aims to refine the model for better complex CoT
reasoning.



Rewards of RL. Rewards play a crucial role in guiding the RL training target. Given a verifiable
problem z and the generated response (¢, ¢), the reward is assigned as:

1 if verifier(g, y*) = True
r'(z,9,y*) = < 0.1 if verifier(g, y*) = False
0 if g = null

Following [24, 25, 8], correct answers receive a reward of 1, incorrect answers receive 0.1, and
responses that lack think-before-answering behavior receive 0. Additionally, following related works,
the total reward combines this function score with the Kullback-Leibler (KL) divergence between the
learned RL policy 7y and the initial policy mef, scaled by a coefficient /3:

r(@,9,y") =1'(2,9,y7) + BKL(0)
to stabilize training with sparse rewards [8].

Reinforcement Learning For RL, We use the Proximal Policy Optimization (PPO) [26] algorithm
with a clipped objective. The fine-tuned model serves as the policy model my. Training is conducted
on the remaining verifiable medical problems Dgy, = {(z,y*)}. The policy samples responses (&, )
for input x, computes the reward, and updates parameters 6.

The full training process for both stages is summarized in Algorithm 1.

4 Experiments

4.1 Experimental Setup

Training Data Finally, We constructed a 40K medical verification dataset D = {(x, y*)} from the
training sets of MedQA-USMLE [17] and MedMCQA [27]. Of this, 20K is used for SFT in stage
1 and 20K for RL in stage 2. Additionally, 4K unconverted data (close-set questions with option
answers) from D are included to enhance generalization. In line with prior work that integrates
general-domain data to support medical adaptation [15, 28], we add 5K general verification questions
sourced from MMLU-Pro [29] outside the medical-related tracks. All data were strictly screened to
avoid contamination with the evaluation data using the filtering method of Med-PalLM?2 [30] (filtering
overlaps of 64 consecutive characters).

Model Training Using the proposed method, we train our models HuatuoGPT-01-8B and
HuatuoGPT-01-70B based on LLaMA-3.1-8B-Instruct and LLaMA-3.1-70B-Instruct [20], respec-
tively. In Stage 1, the models are fine-tuned on the Dggr for 3 epochs with a learning rate of 5e-6 and
a batch size of 128. In Stage 2, we employ PPO for RL with a learning rate of Se-7, a batch size of
128, and S set to 0.03. The PPO parameters are set as: 3 PPO epochs, a discount factor 1.0, a value
coefficient 1.0, and a clip range 0.2.

Baselines We compare our models with two type of LLMs: 1) General LLMs: Qwen-2.5 [31],
LLaMA-3.1[20], Gemma 2 [19], Yi [32], Mistral [33]; and 2) Medical-Specific LLMs: UltraMedical
[28], OpenBioLLLM [34], and BioMistral [35].

Benchmarks We evaluate on standard medical benchmarks: MedQA (USMLE test set) [17],
MedMCQA (validation set) [18], and PubMed(QA (test set) [36]. Aditionally, we evaluated the
medical sections of some challenging LLM benchmarks, including the health and biology tracks of
MMLU-Pro [29], and the genetics and molecular biology tracks of GPQA [37]. Due to the limited
number of GPQA questions, we ran this evaluation 5 times and averaged the results.

4.2 Experimental Results

Main Results We evaluated various open-source LLLMs on medical tasks, as shown in Table 1. The
results indicate that prior medical-specific LLMs, like UltraMedical, excel on traditional medical
benchmarks (MedQA, MedMCQA, PubMedQA) but struggle on the newer, more challenging datasets,



MMLU-Pro GPQA ‘

MedQA MedMCQA PubMedQA Health Biology Genetics Molecular | Avg.

Biology
~ 8B Large Language Models
BioMistral-7B 45.0 40.2 66.9 27.4 49.2 28.6 38.5 42.3
OpenBioLLM-8B 57.7 54.1 74.1 38.4 52.4 43.7 39.6 51.4
UltraMedical-8B 71.1 58.3 774 55.1 66.7 41.2 484 59.7
Mistral-7B-Instruct 48.2 44.6 59.5 33.7 53.6 30.0 46.1 45.1
Yi-1.5-9B-Chat 50.8 48.7 69.8 43.4 65.6 42.5 48.1 52.7
LLaMA-3.1-8B-Instruct 58.7 56.0 75.2 52.7 64.6 33.8 46.8 55.4
GLM-4-9B-Chat 58.9 49.8 73.5 455 65.4 53.8 41.6 55.5
Qwen?2.5-7B-Instruct 57.0 55.6 72.7 50.6 70.2 36.2 49.7 56.0
Gemma2-9B 61.8 55.9 63.3 55.1 74.9 35.0 574 57.6
@ HuatuoGPT-01-8B 72.6 60.4 79.2 58.7 68.2 48.8 59.7 63.9
w/o Stage2 (RL) 69.0 57.9 71.7 53.5 66.1 41.2 53.5 59.8
> 10B Large Language Models

UltraMedical-70B 82.2 71.8 78.4 64.8 71.1 338 62.9 66.4
OpenBioLLM-70B 76.1 74.7 79.2 68.8 76.7 38.8 54.8 67.0
DeepSeek-67B-Chat 57.1 51.7 76.1 46.9 66.2 40.0 51.0 55.6
Yi-1.5-34B-Chat 59.5 56.7 74.3 52.8 71.0 325 56.8 577
Gemma2-27B 65.4 60.2 72.6 61.1 76.2 325 61.6 61.4
Qwen?2.5-72B-Instruct 72.7 66.2 71.7 65.3 78.8 41.2 56.8 64.7
@ QwQ-32B-Preview 723 65.6 73.7 62.0 78.1 37.5 64.5 64.8
Llama-3.1-70B-Instruct 78.4 72.5 78.5 68.2 80.8 52.5 61.6 70.3
@ HuatuoGPT-01-70B 83.3 73.6 80.6 71.0 82.8 56.2 66.5 734
w/o Stage2 (RL) 80.3 70.1 78.6 70.2 79.8 54.2 63.9 71.0

Table 1: Main Results on Medical Benchmarks. LLMs with ¢ are specifically trained for the medical
domain, and ¥ indicates LLMs training for long chain-of-thought reasoning. "w/0" means "without".
Within each segment, bold highlights the best scores, and underlines indicate the second-best.

even when the questions are medically related. This may suggest that MMLU-Pro and GPQA require
not only medical knowledge but also stronger reasoning capabilities.

Our model, HuatuoGPT-o1, performs exceptionally across all datasets. The 8B version outperforms
the base model (LLaMA-3.1-8B-Instruct) by 8 points in overall evaluation. Furthermore, our 70B
model surpasses other comparable open-source LLMS, including QwQ-32B, which are also developed
specifically for advanced reasoning capabilities. These results demonstrate the effectiveness of our
approach. Additionally, compared to only fine-tuning (w/o RL), the two-stage training strategy
significantly improves performance, benefiting from the verifiable medical problems.

Ablation Study We conducted an ablation study on the 8B model to analyze the impact of Complex-
CoT and RL The results, shown in Table 2, reveal the following insights:

1. Simple Multiple-Choice Training Is Ineffective: We compared the performance of models
trained solely on the original medical multiple-choice questions of dataset D. Specifically, we used
multiple-choice questions as inputs and the correct option as output for fine-tuning. The results
indicate that raining solely on multiple-choice questions (the fine-tuned baseline) yields minimal
improvement over the base model (LLaMA-3.1-8B-Instruct). This suggests that learning correct
answers alone does not improve problem-solving ability.

2. Effectiveness of Complex CoTs: We further examined the impact of different types of Chain-of-
Thought (CoT) reasoning. The results show that direct learning of response (3) performs the worst,
while simple CoT (yo, eg) offers only little benefit. In contrast, Complex CoT (g, €) significantly
improves performance by an average of 4.3 points. This demonstrates the importance of teaching
models to refine their answers with reflection.

3. Complex CoT Boosts RL: We compared the RL enhancements under different CoT strategies,
as shown in Table 3. The results indicate that Complex CoT, which involves much longer CoT (an
average of 712 tokens), yields a significantly greater gain (3.6 points) compared to simple CoT (2.6
points) and no CoT (1.1 points), as detailed in Table 3. This may suggests that longer self-play
reasoning paths provide richer thought processes and feedback, enabling the model to discover
higher-reward solutions.



MMLU-Pro GPQA

MedQA MedMCQA PubMedQA (Med+) (Med+)

Baseline LLMs
LLaMA-3.1-8B-Instruct 58.7 56.0 75.2 58.2 44.1
Fine-Tuned Baseline
SFT w/ Original Exam Data of D 60.0 55.5 74.1 54.3 46.9
Effectiveness of Complex Chain-of-Thought (CoT)
SFT w/o CoT (only 9) 65.2 58.1 754 58.5 48.7
SFT w/ Simple CoT (o, yo) 66.6 59.2 75.4 57.0 46.7
SFT w/ Complex CoT (Z, §) 69.0 57.9 71.7 59.4 51.0
Effectiveness of RL
SET w/o CoT + RL w/ PPO 66.4 58.6 76.3 60.1 49.8
SFT w/ Simple CoT + RL w/ PPO 68.7 58.4 71.5 60.2 53.1
SFT w/ Complex CoT + RL w/ PPO 72.6 60.4 79.2 63.1 57.5
Comparison of Different RL Algorithms
SFT w/ Complex CoT + RL w/ DPO 72.2 58.4 713 60.4 52.5
SFT w/ Complex CoT + RL w/ RLOO 71.1 60.1 78.1 60.9 58.2
SFT w/ Complex CoT + RL w/ PPO 72.6 60.4 79.2 63.1 57.5

Table 2: The results of ablation experiments on HuatuoHPT-01-8B. (Med¥) indicates that only the
medical-related parts are evaluated. "w/o0" and "w/" denote "without" and "with". "Original Exam
Data" refers to original multiple-choice questions used for medical verifiable problems D. Bold
highlights the best scores in each segment.

4. PPO Yields the Best Performance: Using the same reward function, we further compared
different RL-related algorithms, including the preference learning algorithm DPO [38] and the
REINFORCE-style algorithm RLOO [39]. Detailed implementation information is provided in
Appendix F. Comparing PPO, RLOO, and DPO, we find PPO performs best, followed by RLOO and
DPO. The weaker performance of DPO likely results from its off-policy nature, while PPO benefits
from its use of value models, despite higher memory consumption.

# Avg. Generated A Avg. Gain

Tokens from RL
Direct Response (only ) 82 1.1
Simple CoT (zo, yo) 281 2.6
Complex CoT (Z, 9) 712 3.6

Table 3: Comparison of models trained with different reasoning strategies. "# Avg. Tokens" indicates
the average number of tokens generated per question. A represents the performance improvement
from RL, as detailed in Table 1.

Reliability of the Verifier The verifier plays a crucial role in guiding path search and reinforcement
learning (RL). In our approach, GPT-40 serves as the verifier to assess model outcomes against
ground-truth answers. To assess its reliability, we manually verified 200 scoring instances sampled
from Stage 1 and Stage 2. As shown in Figure 4, GPT-40 achieved 96.5% accuracy in Stage 1 and
94.5% in Stage 2, demonstrating its reliability. In contrast, the Exact Match method [8], which uses
regular expressions to determine whether the correct answer is present in the response, performed
significantly worse, with accuracies of only 70.5% in Stage 1 and 74.5% in Stage 2. This highlights
the critical role of LLM-based verifiers. Additionally, we fine-tuned an 8B verifier based on LLaMA-
3.1-8B with 20,000 scoring samples. The fine-tuned verifier also demonstrated feasibility, achieving
over 90% accuracy.

Domain Compatibility To verify domain compatibility, we extra applied our method to the Chinese
medical domain. We constructed a dataset of 40,000 verifiable Chinese questions from the CMB-
exam training set. We then trained HuatuoGPT-01-7B-zh using our two-stage approach based on
Qwen?2.5-7B-Instruct. As shown in Table 4, HuatuoGPT-01-7B-zh outperformed other Chinese LLMs



= GPT-40 Verifier mmm Exact Match
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Figure 4: Accuracy of verifiers. Accuracy is based on 200 manually annotated samples.

MedQA  CMB CMMLU
(Chinese) (Exam) CMEXam i i)

HuatuoGPT2-7B 73.7 63.6 67.4 58.4
Yi-1.5-9B-Chat 75.8 66.2 68.1 64.2
Qwen2.5-7B 71.4 70.7 70.4 70.5
GLM-4-9B-chat 75.2 70.0 705 67.6
® HuatuoGPT-01-7B-zh 79.8 73.0 74.1 74.5
wlo Stage2 (RL) 76.5 70.8 723 70.9

Table 4: Results on Chinese medical benchmarks. (Med#) indicates that only the medical portion is
evaluated. MedQA (Chinese) refers to the Chinese test set of MedQA (MedQA-MCMLE).

of similar size, demonstrating the method’s adaptability to new domains. For more experimental
details, refer to Appendix G.

5 Related Work

Research on 01 Recent studies have extensively analyzed the roadmap and core techniques of
OpenAl’s ol [4, 6, 5], offering foundational insights into its architecture and methodology. Extensions
such as LLaMA-Berry [9], LLaVA-ol [40], o1-Coder [41], and Marco-o1 [42] have explored ol-like
reasoning in various domains, including mathematics, vision-language integration, and open-ended
problem-solving. However, these efforts have yet to address applications in medical or other highly
specialized fields. In contrast, research focused on medicine [2, 43, 14] highlights o01’s potential
for deliberate, chain-of-thought reasoning in healthcare contexts. Meanwhile, several ol-inspired
models, such as DeepSeek-R1-Lite-Preview [44], QwQ [7], and Gemini-2.0 Flash Thinking [45],
have emerged. Despite their promise, most of these models remain closed-source, leaving substantial
opportunities for further exploration and application of o1’s capabilities across diverse fields.

Medical LLMs The success of generalist LLMs has spurred interest in developing medical-specific
LLMs to excel in the medical domain. Notably, the MedPalLM series [46, 30] achieved over 60%
accuracy on the MedQA benchmark, reportedly surpassing human experts. Previous medical LLMs
typically follow two main approaches [28]: (1) Prompting Generalist LLMs [47, 10, 48, 22, 12]:
This method employs task-specific prompts to adapt generalist models for medical applications.
While efficient and training-free, it is inherently limited by the capabilities of the original LLMs.
(2) Further Training with Medical Data [49-52, 34, 35, 53-58]: This involves training LLMs
on medical pretraining corpora or medical instructions to embed medical knowledge and expertise.
However, this always requires significant computational resources, such as the 1.4 billion and 3
billion training tokens used for Meditron [59] and HuatuoGPT-II [15]. In contrast, our approach
emphasizes enabling LLMs to excel in medical reasoning, offering a distinct solution.

Enhancing Reasoning in LLMs Chain-of-Thought (CoT) prompting enhances the reasoning
capabilities of LLMs [60, 61], but scaling expert-labeled reasoning paths remains costly, especially
for complex problems [62, 63]. To mitigate this, model-generated reasoning paths filtered through
external supervision offer a partial solution [64, 65], yet scalability challenges persist [66, 67].



Reinforcement learning-based methods leveraging reward models or oracle functions show potential
but often suffer from slow processing, high costs, and supervision bottlenecks [68, 69].

Complex Reasoning Developing models with reflective abilities like critique and self-correction
has shown success in reasoning, planning, and coding tasks [23, 70-74], though underexplored in
specialized domains like medicine. While prompting techniques can generate self-critical reasoning
[75, 70], they struggle without reliable reward functions or verifiers, particularly in complex domains
[76, 77]. Fine-tuning and reinforcement learning methods offer solutions but require extensive
human annotations or intricate reward designs [78—81]. Additionally, self-training methods present a
promising direction for developing self-correction capabilities [72, 82, 83].

6 Conclusion

This study advances the medical reasoning capabilities of LLMs. Firstly, we construct the medical
verifiable problems and a medical verifier. This enabled a two-stage training process: (1) learning
complex reasoning and (2) enhancing it through RL. We developed HuatuoGPT-01, a medical LLM
with thinks-before-it-answers behavior, achieving outstanding performance in medical benchmarks.
Experiments show that complex reasoning improves medical problem-solving and benefits obviously
from RL. Additional validation in Chinese medical contexts shows the method’s adaptability to other
fields. We believe our approach can enhance domain-specific reasoning beyond mathematics.
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A Ethical Statement

Although the proposed model is a medical LLM with complex reasoning capabilities, it may still
produce content that includes hallucinations or inaccuracies. Therefore, the current model is not
suitable for real-world applications. Consequently, we will impose strict limitations on the use of our
model. The models are not permitted for use in clinical or other industry applications where such
inaccuracies could lead to unintended consequences. We emphasize the ethical responsibility of users
to adhere to these restrictions in order to safeguard the safety and integrity of their applications.

B Constructing Medical Verifiable Problems

To construct Medical Verifiable Problems, we begin by employing small models and rule-based
methods to identify challenging questions. Subsequently, we leverage GPT-40 to perform data
filtering, isolating questions that have been suitably transformed. The prompt used for this data
filtering process is illustrated in Figure 5. After selecting appropriate data, we reformat multiple-
choice medical exam questions into open-ended verifiable problems using the prompt provided in
Figure 6.

The prompt for filtering Multiple-choice Questions

<Multiple-choice Question>
{Question}

{Options}

Correct Answer: {Answer}
</Multiple-choice Question>

You are an expert in filtering and evaluating multiple-choice questions for advanced reasoning tasks. Your
job is to evaluate a given question and determine whether it meets the following criteria:

1. **Depth of Reasoning:** The question should require deeper reasoning. If the question appears too
simple, mark it as "Too Simple."

2. **Unambiguous Correct Answer:** The question must have a unique and unambiguous correct answer. If
the question asks for "incorrect options" or allows for multiple correct answers, mark it as "Ambiguous
Answer."

3. **Open-Ended Reformulation Feasibility:** The question should be suitable for reformatting into an
open-ended format. If the question cannot be easily reformulated into an open-ended problem and a clear
ground-truth answer, mark it as "Not Reformulatable."

For each question, provide one of the following evaluations:
- "Pass" (The question meets all the criteria.)
- "Too Simple"
- "Ambiguous Answer"
- "Not Reformulatable"

J

Figure 5: The prompt for filtering Multiple-choice Questions. Here, {Question} and {Options}
represents the multiple-choice question and options, and {Answer} represents the correct option for
the multiple-choice question.

The prompt for reformatting multiple-choice questions to open-ended verifiable problems

I will provide you with a multiple-choice question, and your task is to rewrite it into an open-ended question,
along with a standard answer. The requirements are:

1. The question must be specific, targeting the point being tested in the original multiple-choice question.
Ensure it is open-ended, meaning no options are provided, but there must be a definitive standard answer.
2. Based on the correct answer from the original question, provide a concise standard answer. The answer
should allow for precise matching to determine whether the model’s response is correct.

Here is the multiple-choice question for you to rewrite:
<Multiple-choice Question>

{Question}

{Options}
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Correct Answer: {Answer}
</Multiple-choice Question>

Please output the result in the following JSON format:

e

‘json
{{

"Open-ended Verifiable Question
"Standard Answer": "..."

1}

13

nonoon
FRTTY

L J

Figure 6: The prompt for reformatting multiple-choice questions to open-ended verifiable problems.
Here, {Question} and {Options} represents the multiple-choice question and options, and {Answer}
represents the correct option for the multiple-choice question.

C The Prompt of Verifier

GPT-40 serves as the verifier to assess the correctness of model-generated outputs. Using the prompt
depicted in Figure 7, we present GPT-4o0 with both the model’s output and the ground-truth answer to
evaluate the correctness of the response. The verifier returns a Boolean value: True if the response is
accurate and False otherwise.

The Prompt for Verifier

<Model Response>
{Model Response}
</Model Response>

<Reference Answer>
{Ground-true Answer}
</Reference Answer>

You are provided with a model-generated response (<Model Response>) and a reference answer (<Reference
Answer>). Compare the model response with the reference answer and determine its correctness. Your task
is to simply output "True" if the response is correct, and "False" otherwise.

L J

Figure 7: The prompt for the GPT-4o verifier. {Model Response} represents the output of the model
to be verified. {Ground-true Answer} represents the ground-truth answer for medical verifiable
problems.

D Prompts for Searching Trajectories

This section outlines the prompts used for constructing complex Chain-of-Thought (CoT) reasoning
pathways. Initially, a question x is presented to GPT-40, which generates an initial CoT response
using the prompt shown in Figure 8. If the verifier determines the response to be incorrect, GPT-40
employs one of several search strategies to iteratively refine the output until it is accurate. The
prompts for these four search strategies — Backtracking, Exploring New Paths, Correction, and
Verification — are detailed in Figures 10, 10, 11, and 12, respectively.

The prompt for initial CoT

<question>
{Question}
</question>

Please respond to the above question <question> using the Chain of Thought (CoT) reasoning method.
Your response should consist of multiple steps, each of which includes three types of actions: **"Inner
Thinking"**, **"Final Conclusion"**, and **"Verification"**:

18



- *#*Inner Thinking’**: This is the step where thinking is done. Note that multiple ’Inner Thinking’ steps are
required to describe thorough reasoning. Each step should first generate a brief title.

- *#*’Final Conclusion’**: At this stage, you summarize the correct reasoning from previous 'Inner Thinking’
steps and provide the final answer. No title is required here.

- *# Verification’**: At this stage, you verify the conclusion from the "Final Conclusion" step. If the
conclusion holds, end the process. If not, return to "Inner Thinking" for further reasoning. No title is required
here.

The output format must strictly follow the JSON structure below:

e

‘json
{

"CoT": [

{"action": "Inner Thinking", "title": "...", "content": "..."},

{"action": "Final Conclusion", "content": "..."},

{"action": "Verification", "content": "..."}

]

J,

Figure 8: The prompt for initial CoT. {Question} represents the input question, i.e., the question z
of the medical verifiable problems.

The Prompt for Backtracking Breask Search Strategy

<question>
{Question}
</question>

<previous reasoning>
{Previous_CoT}
<previous reasoning>

<response requirements>
Your response must include the following steps, each composed of three types of actions: **"Inner
Thinking"**, **"Final Conclusion"**, and **"Verification"**:

1. **Inner Thinking**: Break down the reasoning process into multiple concise steps. Each step should start
with a brief title to clarify its purpose.

2. **Final Conclusion**: Summarize the correct reasoning from all previous ’Inner Thinking’ steps and
provide the final answer. No title is needed for this section.

3. **Verification**: Verify the accuracy of the "Final Conclusion". If it holds, conclude the process.
Otherwise, return to "Inner Thinking" for further refinement.

</response requirements>

<question> represents the question to be answered, and <previous reasoning> contains your prior reasoning.
Your task is to continue from the current ’Verification’ step. I have manually reviewed the reasoning and
determined that the **Final Conclusion** is false. Your ’Verification’ results must align with mine. Proceed
to refine the reasoning using **backtracking** to revisit earlier points of reasoning and construct a new Final
Conclusion.

### Output Format
Strictly follow the JSON structure below. You do not need to repeat your previous reasoning. Begin directly
from the next ’Verification’ stage.

“‘json

{

"CoT": [

{"action": "Verification", "content": "..."},

{"action": "Inner Thinking", "title": "...", "content": "..."},
{"action": "Final Conclusion", "content": "..."},
{"action": "Verification", "content": "..."}
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Figure 9: The prompt for Backtracking search strategy. Here, {Question} represents the problem x
of the medical verifiable problems, and {Previous_CoT} represents the previous chain of thought

process, i.e., [€0, Y0, - - -, €i—1, Yi—1]-

The Prompt for Exploring New Paths Breask Search Strategy

<question>
{Question}
</question>

<previous reasoning>
{Previous_CoT}
<previous reasoning>

<response requirements>
Your response must include the following steps, each composed of three types of actions: **"Inner
Thinking"**, **"Final Conclusion"**, and **"Verification"**:

1. **Inner Thinking**: Break down the reasoning process into multiple concise steps. Each step should start
with a brief title to clarify its purpose.

2. **Final Conclusion**: Summarize the correct reasoning from all previous ’Inner Thinking’ steps and
provide the final answer. No title is needed for this section.

3. **Verification**: Verify the accuracy of the "Final Conclusion". If it holds, conclude the process.
Otherwise, return to "Inner Thinking" for further refinement.

</response requirements>

<question> represents the question to be answered, and <previous reasoning> contains your prior reasoning.
Your task is to continue from the current ’Verification’ step. I have manually reviewed the reasoning and
determined that the **Final Conclusion** is false. Your ’Verification’ results must align with mine. Proceed
to refine the reasoning by exploring new approaches to solving this problem and construct a new Final
Conclusion.

### Output Format
Strictly follow the JSON structure below. You do not need to repeat your previous reasoning. Begin directly
from the next ’Verification’ stage.

“‘json

{

"CoT": [

{"action": "Verification", "content": "..."},

{"action": "Inner Thinking", "title": "...", "content": "..."},

{"action": "Final Conclusion", "content": "..."},

{"action": "Verification", "content": "..."}

]

b
| 7

Figure 10: The prompt for Exploring New Paths search strategy. Here, {Question} represents the
problem x of the medical verifiable problems, and {Previous_CoT} represents the previous chain of
thought process, i.e., [eg, Yo, - - - s €i—1, Yi—1]-

The Prompt for Correction Breask Search Strategy

<question>
{Question}
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</question>

<previous reasoning>
{Previous_CoT}
<previous reasoning>

<response requirements>
Your response must include the following steps, each composed of three types of actions: **"Inner
Thinking"**, **"Final Conclusion"**, and **"Verification"**:

1. **Inner Thinking**: Break down the reasoning process into multiple concise steps. Each step should start
with a brief title to clarify its purpose.

2. **Final Conclusion**: Summarize the correct reasoning from all previous ’Inner Thinking’ steps and
provide the final answer. No title is needed for this section.

3. **Verification**: Verify the accuracy of the "Final Conclusion". If it holds, conclude the process.
Otherwise, return to "Inner Thinking" for further refinement.

</response requirements>

<question> represents the question to be answered, and <previous reasoning> contains your prior reasoning.
Your task is to continue from the current ’Verification’ step. I have manually reviewed the reasoning and
determined that the **Final Conclusion** is false. Your ’Verification’ results must align with mine. Proceed
to refine the reasoning by making precise **corrections** to address prior flaws and construct a new Final
Conclusion.

### Output Format
Strictly follow the JSON structure below. You do not need to repeat your previous reasoning. Begin directly
from the next ’Verification’ stage.

“‘json

{

"CoT": [

{"action": "Verification", "content": "..."},

{"action": "Inner Thinking", "title": "...", "content": "..."},
{"action": "Final Conclusion", "content": "..."},
{"action": "Verification", "content": "..."}

1

),

Figure 11: The prompt for Correction search strategy. Here, {Question} represents the problem x
of the medical verifiable problems, and {Previous_CoT} represents the previous chain of thought
process, i.€., [€0, Y0, - - - €i—1, Yi—1]-

The Prompt for Verification Breask Search Strategy

<question>
{Question}
</question>

<previous reasoning>
{Previous_CoT}
<previous reasoning>

<response requirements>
Your response must include the following steps, each composed of three types of actions: **"Inner
Thinking"**, **"Final Conclusion"**, and **"Verification"**:

1. **Inner Thinking**: Break down the reasoning process into multiple concise steps. Each step should start
with a brief title to clarify its purpose.

2. **Final Conclusion**: Summarize the correct reasoning from all previous ’Inner Thinking’ steps and
provide the final answer. No title is needed for this section.
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3. **Verification®*: Verify the accuracy of the "Final Conclusion". If it holds, conclude the process.
Otherwise, return to "Inner Thinking" for further refinement.

</response requirements>

<question> represents the question to be answered, and <previous reasoning> contains your prior reasoning.
Your task is to continue from the current *Verification” step. I have manually reviewed the reasoning and
determined that the **Final Conclusion** is false. Your ’Verification’ results must align with mine. Proceed
to refine the reasoning by conducting a thorough **validation** process to ensure validity and construct a
new Final Conclusion.

### Output Format
Strictly follow the JSON structure below. You do not need to repeat your previous reasoning. Begin directly
from the next ’Verification’ stage.

“‘json

{

"CoT": [

{"action": "Verification", "content": "..."},

{"action": "Inner Thinking", "title": "...", "content": "..."},
{"action": "Final Conclusion", "content": "..."},
{"action": "Verification", "content": "..."}

1

}

1113

Figure 12: The prompt for Verification search strategy. Here, {Question} represents the problem z
of the medical verifiable problems, and {Previous_CoT} represents the previous chain of thought
process, i.€., [0, Y0, - - €i—1, Yi—1]-

E Prompts for Constructing SFT Training Data

When a successful trajectory [eo, Yo, - - - , €;, ;] is found, it is reformatted into a coherent, natural
language reasoning process é (Complex CoT) using the prompt shown in Figure 13. This reformatting
avoids rigid structures, using smooth transitions (e.g., “hmm,” “also,” “wait”) to streamline reasoning
and reduce token usage. The model then generates a formal response ¢ for for question x using the

conclusion of é with the prompt in Figure 13.

The prompt for reformatting a reasoning trajectory to complex CoT

<Thought Process>
{Thought_Process}
</Thought Process>

<Question>
{Question}
</Question>

The <Thought Process> above reflects the model’s reasoning based on the <Question>. Your task is to
rewrite the <Thought Process> to resemble a more human-like, intuitive natural thinking process. The new
version should:

1. Be presented as step-by-step reasoning, with each thought on a new line separated by a line break.

2. Avoid structured titles or formatting, focusing on natural transitions. Use casual and natural language for
transitions or validations, such as "hmm," "oh," "also," or "wait."

3. Expand the content, making the reasoning richer, more detailed, and logically clear while still being
conversational and intuitive.

Return directly the revised natural thinking in JSON format as follows:

‘json
{
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[T

"NaturalReasoning": "..

}

Figure 13: The prompt for reformatting a reasoning trajectory to complex CoT é. Here,
{Thought_Process} represents the successful reasoning trajectory of [eg, o, .., €, ¥i], and
{Question} represents the question x.

The prompt for generating a formal response with complex CoT

<Internal Thinking>
{Complex_CoT}
</Internal Thinking>

<Question>
{Question}
</Question>

The <Internal Thinking> represents your internal thoughts about the <Question>. Based on this, generate
a rich and high-quality final response to the user. If there is a clear answer, provide it first. Ensure your
final response closely follows the <Question>. The response style should resemble GPT-4’s style as much as
possible. Output only your final response, without any additional content.

L J

Figure 14: The prompt for generating a formal response ¢ with complex CoT é. Here, {Complex_CoT}
represents the complex CoT é, and {Question} represents the question x.

F Settings of other RL training

we further compared different RL-related algorithms with PPO. Specifically, we employed the
preference-learning algorithm DPO and the REINFORCE-style algorithm RLOO.

DPO For DPO, we had the model generate five answers for each question offline and used a verifier
to identify pairs of one correct and one incorrect answer. If no such pairs were found, the data was
discarded. Verified correct answers were used as positive examples, while failed verifications served
as negative examples for training DPO. The hyperparameters for DPO training were set as follows:
learning rate of le-6, batch size of 128, and a regularization parameter of 1.

RLOO For RLOO, we used the same reward function as PPO. The parameters were also identical
to those of PPO, with an additional parameter rloo_k set to 2.

G Chinese Medical Model

Model Training For the Chinese medical domain, we replaced the exam questions from the CMB
training set for Chinese medical verifiable problems. Based on the same training process as the English
version of HuatuoGPT-o01, we developed HuatuoGPT-01-7B-zh, built on the Qwen2.5-7B-Instruct
model.

Chinese Medical Evaluation To assess the Chinese medical capabilities, we evaluated the model
on three Chinese medical benchmarks, including the Chinese test set from MedQA (MCMLE) [17],
the test set from CMB-Exam [84], and the test set from CMExam [85]. Additionally, we evaluated the
model on the medical section of the Chinese general evaluation benchmark CMMLU [86], covering
tracks of ’clinical knowledge,” *agronomy,” ’college medicine,” ’genetics,” *nutrition,” ’Traditional
Chinese Medicine,” and ’virology’.

Comparison Models We compared the performance of three general Chinese models: Qwen2.5,
GLM-4, and Yi. Additionally, we included a comparison with a Chinese medical model, HuatuoGPT-
2-7B [15].
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